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Matrix Form (Linear Attention)
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Time Complexity: O((N + M) - C?)
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Two-La\(/er‘ MLP with Softmax as Act

<econd layer
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f(Q) = act(Q - KT) -V € RN
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first layer

Linear La(/e,r
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In-Context Learning (IeL)

KV Cache
} upo(ateo( o(uriv\g Testing
State

Softmax Attention

N\

Test
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Causal Self Attention (N = M)

Train { O = Softmax(QKT ® M)V Parallel Form

Time: O(N? - C)

(Kt7 Vvt) — Append ((Kt—17 ‘/;f—l)a kta vt)a

KV Cache

:Rea’d(qta Kt7 ‘/;5)7
—softmax (thtT) V.

St St 1 -+ ’Utk
Linear Attention —=Train & Test State ("'KV Cache")
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Recurrent Form

Cache: Q(t - C)

Cache Size is Increasing
Time t-th token: O(t C’)

Time all tokens: O(IN 2 - O

Recurrent Form

State: O(C'?)

State Size is Fixed

:St‘C_It

Time t-th token: O(Cz)
Time all tokens: O(N - C’y
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Inner Loss on Trodn/Su(a(aort Set
DARTS: Train Set

{(z,9)}

MAML: Support Set Real

Inner Loss on Latent Set

Linear Attn: Lotent Set {(k, 'U)}
Syntl'\esizeo(
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Linear Attention

{(klavl)a (k27 ’Ug), Tt

Input Lobel

(ktv vt)a \\(kl\/b%M)}

{Q17qQ7"°7Qt7"'7QM}

RNNs Linear Attns 4
W\Put vt qt: kt, vt 'T'r‘aining data:
S‘tate ht — f(ht_l, Zl)t) St St 1+ ’Utk Testing data:
OMtPMt Jt = g(ht’ xt) 0t = Ot Gt Function:
Loss (one sample):
[1] Transformers are RNNs: Fast Autoregressive Gradient:
K Transformers with Linear Attention j
Training with SGD:
Testing:

f(k; S) =
L(f(kt;S),v5) =
VL(S) =

S =5t1+n- vtkTwnh learning rate n = 1

Or = f(Qt;St) = S¢ - g
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Outer Loss J/

c e Outer Loss
minimize Lyq(w”, a)
(81

subject to w* € arg min Ly (w, ). 0

W Twner Loss

Network We?gl«ts

\ [1] DARTS: Differentiable Architecture Search J

4 Few Shot Learning R
Slow Weights
\oute_r Loss
m} iemize BT p(7) [qu_‘y(é’, qb*)]
subject to ¢; € arg min L7(6, ¢;),
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Inner Loss
Fast Weigl«ts

(2

DARTS:

MAML:

Linear Attn
(DeltaNet):
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Single-Ste(o GD

W < W — NV Lirain (W, @)

¢i + 0 — VL (0)

Multiple-Steps GD

St = Si_ 1 — Mt~ (St—l'l*ﬂlt—’Ut)'l*i;tr

t=1,2---, M

[1] Model-Agnostic Meta-Learning for Fast Adaptation of Deep Networks
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)\/eural Arcl«itec‘ture Searcl« V Inner Optimization: State: S = {S}

Architecture Outer Op’Cim?Zation: Network: 6

minimize Louter (9, S*)

subject to S* € arg min Ly (0, S).

S TInner Loss

From Persepctive of Bi-level Optimization

U(ao(ateo( o(ur?ng testing

Upo(ateo( o(uring ’Croﬁn?ng

Non-Linear MLPs >> Single Linear Layers

\\ [2] Parallelizing Linear Transformers with the Delta Rule over Sequence Length

DeltaNet
Training data: {(kl, Ul), (kg, ’Ug), cee (kt, ’Ut), e (kM, UM)}
Testing data: {q17q27°"7Qt7"°7QM}
Function: f(k S)
E Loss (one SO«MPIQ): £(f(kt7 ) HS . kt — th;
Gradient: VE(S’) — (S -k — fvt) . kg
Training with SGD: St St 1— M- (St—l . kt — ’Ut) . k;fl'
Testing: o; = f(qi;St) = St - qu
[1] Linear Transformers Are Secretly Fast Weight Programmers
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Imphcit Inner O(o‘t?mization Exphcit Inner Optim?za’cion
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ITnner OptImIZQ‘tion

Test-Time Upo(at?ng

Softmax Attention
Acceleration

Linear A’C‘te_v\'tiOV\IMQ‘r G?Deltaﬁ/e’c —>Test-Time Trammg(T’T"T')

on-Linear Function

Test-Time Upo(ate?ng
KVCache / States

Meta L Parning

A\

TTT-E2E / In-Place TTT / TTT-NTP
Test-Time Updating
Network Weights

J

Imphcit Exphci‘t
DeltaNet

Linear Attention

Sottmax Attention Test-Time Training(TTT)

LT T-E2E / In-Place TTT / TTT-NTP

Softmax Attention
Linear 4ttention

DeltaNet TTT-E2E / In-Place TTT / TTT-NTP

Test-Time Training(TTA

States Network Weiglf\‘ts

Testing data:

Training daota:

TTT (Test Time Training)

{QI7Q27"'7Qt7"'7QM}

{(klavl)a (k27v2)7 B (ktavt)a T (kMavM)}

'T'e.st?ng data:

N r TTR ('Test Time Regress?on)

'T‘raivﬁng data: {(kl, ’Ul), (kg, ’02), P, (kt, ’Ut), R (kM, 'UM)}
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{Q17Q27"°7Qt7"°7q]\7}

Function:

Gradient:

'T—est?ngz

Training with SGD;

f(k; §) = MLP(k; S)

Loss (one sample): L(f(k; S),vp) = HMLP(kta S) — ’UtHg

Au‘tograo(

o = f(qs; St) = MLP(qy; St)

[1] Learning to (Learn at Test Time): RNNs with Expressive Hidden States

Training

= (Memory associations)

'rest?ng
(Memory retrieval)

: 2
fr = argminger 5 305 il F(k:) — vill;

[1] Test-time regression: a unifying framework for designing sequence
models with associative memory

Ot = ft(C_It)

TTT-E2E

mmlmlze Epp [Louter (9 »*(0,P),

subJect to ¢*(0,P) € arg min Liy,e, (6

/

Plug-m MLPs

[1] End-to-End Test-Time Training for Long Context
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Not Regression Anymore!

minimize
6

In-Place TTT & TTT-NTP

EPND [Acouter (07 ¢*(07 P)7 P)]
Qb 9 P E al‘g min Lmner 0 ¢7 )

subject to
\ = / /

Cross Entropy Prompt/Context/:Data (Part)

Network Weigl«ts

_/ \_

Loss on Latent Set Prompt/Context/Data

[1] In-Place Test-Time Training

[2] Test-Time Training with Next-Token Prediction




